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1 Implementation Details

The architecture of our model consists of two parts. Both parts are implemented using SIREN
models [5]. The image model Iϕ is a 3-layer SIREN with a hidden layer size of 256. The surface
height model Hθ is a 2-layer SIREN with hidden layer sizes of 128. We also utilized positional
encoding [6] and similar to a previous work [7] we also found that the optimal bandwidth scale factor
κ was 8.

Hyperparameter tuning is performed on the first batch of 10 consecutive frames per sequence. The
main results (Table 1, main paper) are computed over all non-overlapping frame batches. We perform
grid search using Eq. 1, evaluating reconstruction quality via PSNR, SSIM, and LPIPS. We tune the
hyper-parameters controlling ω0 of both SIREN models separately for the synthetic and real-world
data. This is due to the difference in image sizes and the difference between simulated and real waves.
We search over the range of 5 to 75, and also tune the learning rate. The two sets of hyperparameters
are as follows:

Real1 [2]: For Iϕ: ω0 = 45 with learning rate = 1e−4. For Hθ: ω0 = 15 and learning rate = 1e−3,
the first training stage ran for 700 iterations and the second training stage ran for 1000 iterations.
Synthetic: For Iϕ: ω0 = 10 with learning rate = 1e−3. For Hθ: ω0 = 15 and learning rate = 1e−3,
the first training stage ran for 700 iterations and for the second training stage we found that 500
iterations suffice.

All experiments were conducted on a GeForce 4090 RTX GPU, memory footprint on GPU is roughly
15 GB depending on the length of the input sequence and the size of the images, the networks we use
are relatively shallow. Run time is around 5 minutes for a batch of 10 images on Real1, on-par with
other methods. In terms of total compute, to reproduce all the main results of our paper, it would take
roughly 2-hours on a GeForce 4090 RTX machine. Code and data are provided in the supplementary
material with scripts to run all experiments in this paper.

2 Training SIREN with the Signal Gradient

We describe in more detail the training signal of our model, highlighting an aspect that was proposed
in the original SIREN work [5], namely, the possibility of training the model by matching the spatial
gradient of the output to the spatial gradient of the data.
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Starting from our loss function,

L(θ, ϕ) =
∑
t

∣∣Itθ,ϕ − It
∣∣ (1)

we expand the terms by plugging in explicitly the computation of the predicted image Itθ,ϕ using our
model, and the image formation of the observed image It given the image formation model,∣∣Itθ,ϕ − It

∣∣ = (2)∣∣∣ Iϕ (xreg +
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(
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h0∇H(x, t)

) ∣∣∣
where we use Snell’s law as described in the main paper, and J(·) denotes the ground truth undistorted
image evaluated at the given pixel positions.

We note that the observed image is obtained through the physical image formation process which
involves different water surface heights and Snell’s law, and that the predicted image is computed
using the same computational model. The only differences between the two terms is that for the
predicted image, both the water surface Hϕ and the underlying clean image Iθ are estimated by our
model.

Eq. 2 highlights the fact that the height network Hθ is trained by matching its gradient to the gradient
of the ground truth height H . This provides a physics driven justification for training the signal using
gradient supervision, which was originally proposed as one of the advantages of SIREN.

3 Additional Analysis: Intermediate Distortion Maps in Ablation Studies

To further elucidate the effect of height prediction and network structure, we add results for the
intermediate distortion maps produced by Ablation 1 and Ablation 2. The comparative analysis,
reflected across all three quantitative tables, demonstrates that Ablation 1 consistently outperforms
Ablation 2 on key metrics, notably End-Point Error (EPE) and Average Angular Error (AAE).

For example, when averaging across all waves, Ablation 1 achieves lower EPE compared to Ablation 2
(e.g., 0.78 vs. 0.80 on Wave1, 1.13 vs. 1.16 on Wave2, and 1.12 vs. 1.14 on Wave3), and similarly
shows better AAE (27.2◦ vs. 27.8◦ on Wave1, 44.7◦ vs. 45.6◦ on Wave2, 54.9◦ vs. 55.5◦ on Wave3).
The baseline [3] achieves slightly better RMSE, EPE, and AAE than both ablations in some cases.
However, our method surpasses all alternatives, including [3], achieving the lowest EPE (0.78
on Wave1, 0.64 on Wave2, 0.40 on Wave3) and AAE (26.8◦ on Wave1, 23.9◦ on Wave2, 11.1◦ on
Wave3).

This trend can be explained by the structural differences: Ablation 1 utilizes a separate network per
frame, affording greater parameter capacity and per-frame flexibility. In contrast, Ablation 2 relies on
a single temporally-conditioned network, reducing parameter count by a factor of 10; this acts as a
regularizer but, absent a physical constraint, limits generalization. Notably, unlike [3], Ablation 1,
or Ablation 2, our method provides explicit surface height estimations, enabling physically
interpretable scene reconstruction in addition to superior distortion removal.

Table 1: Comparison of RMSE, EPE, and AAE on synthetic waves for all methods and ablations.

Method Wave1 Wave2 Wave3

RMSE↓ EPE↓ AAE↓ RMSE↓ EPE↓ AAE↓ RMSE↓ EPE↓ AAE↓

Ours 0.64 0.78 26.8 0.53 0.64 23.9 0.33 0.40 11.1
[3] 0.66 0.78 27.2 0.92 1.13 44.7 1.16 1.12 54.9
Ablation 1 0.67 0.78 27.2 0.93 1.13 44.7 1.17 1.12 54.9
Ablation 2 0.68 0.80 27.8 0.94 1.16 45.6 1.18 1.14 55.5

4 Mathematical Derivation of First Order Approximation and the
Limitations It Imposes

We found the mathematical derivation of first order approximation of the image formation model to
be clearly explained in [8, 4]. Therefore, instead, we would like to point out the assumptions made for
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the first order approximation to hold. The water height is given as h(x, t), then for small fluctuations
∥∇h∥ ≪ 1 [8]. The angle of the incident ray sin i ≈ tan i ≈ i and cos i ≈ 1.
These assumptions impose direct limitations on the applicability of our proposed, and all previous
works relying on first approximation.

5 Quantitative Results & Videos on Surface Height Reconstruction

We examine our distortion and surface height estimation results from the synthetic set described in
the main paper. The quantitative results evaluate the distortion estimation using the measures RMSE
↓, EPE ↓ and AAE◦ ↓. The average endpoint error (EPE) [9] is the Euclidean norm of the difference
between the predicted and the true distortion vectors, averaged over all image pixels. Average angular
error (AAE) measures the error in degrees between the distortion vectors, averaged over all pixels.
Surface height estimation is measured with the scale-invariant measure SILog ↑ [1]. This measure is
not compared with [8] which does not estimate surface height.

Tables 2, 3, 4 present the results on the 10 frames of each wave. Wave1 is a Gaussian wave, and
Waves 2&3 are ripple waves. In all of them our results outperform NDIR [8], where the largest
difference is in Wave3.

We also provide videos demonstrating the height estimation of our model for the aforementioned 3
sequences. Along with the estimated height and the simulated ground truth height, in each video we
show the derived pixel offset distortion of our method, the offsets predicted directly by NDIR and
the ground truth offsets resulting from the simulation. Also presented in the videos are the ground
truth "Measurement" images (produced by ray tracing in the simulator) alongside a warping of our
predicted clean image by using our predicted offsets. If either of our predicted clean image or our
predicted offsets are faulty then the predicted "Backwarp" image should not resemble the ground
truth measurement image. Figures 2, 3, 4 show single frames from these 3 videos.

Figure 1: Example of differences between the ground-truth water surface and our prediction. Left
to right: we show ground-truth and our prediction of the water surface, a 3D surface plot of the
differences, and a top-down view for two types of waves (top: ripple, bottom: Gaussian).
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Table 2: Quantitative comparison between ours and [8] on wave1 (Gaussian).

Frame Method RMSE ↓ EPE ↓ AAE◦ ↓ SILog ↑
0 Ours 0.64 0.79 82.41 0.95

[8] 0.64 0.77 91.24

1 Ours 0.63 0.74 18.38 0.48
[8] 0.67 0.79 21.92

2 Ours 0.63 0.75 15.93 0.50
[8] 0.64 0.77 14.77

3 Ours 0.62 0.75 22.19 0.47
[8] 0.64 0.76 19.65

4 Ours 0.61 0.75 21.85 0.41
[8] 0.65 0.77 21.14

5 Ours 0.65 0.80 20.83 0.44
[8] 0.74 0.85 22.60

6 Ours 0.65 0.81 21.10 0.55
[8] 0.71 0.88 23.57

7 Ours 0.63 0.79 22.95 0.58
[8] 0.67 0.79 23.14

8 Ours 0.67 0.82 23.47 0.58
[8] 0.65 0.79 23.58

9 Ours 0.66 0.81 19.07 0.41
[8] 0.64 0.78 18.20

Average Ours 0.64 0.78 26.82 0.54
[8] 0.66 0.80 27.98
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Table 3: Quantitative comparison between ours and [8] on wave2 (ripple).

Frame Method RMSE ↓ EPE ↓ AAE◦ ↓ SILog ↑
0 Ours 0.54 0.65 22.49 0.56

[8] 0.54 0.63 23.59

1 Ours 0.53 0.63 18.43 0.66
[8] 2.24 2.81 113.00

2 Ours 0.53 0.64 18.71 0.83
[8] 0.92 1.11 34.87

3 Ours 0.53 0.64 20.02 0.69
[8] 0.82 1.01 31.11

4 Ours 0.54 0.65 34.34 0.65
[8] 0.81 1.00 36.31

5 Ours 0.53 0.63 29.78 0.62
[8] 0.85 1.05 59.72

6 Ours 0.53 0.63 25.08 0.60
[8] 0.83 1.04 45.68

7 Ours 0.54 0.63 23.01 0.65
[8] 0.73 0.91 34.09

8 Ours 0.53 0.62 22.00 0.73
[8] 0.71 0.85 31.49

9 Ours 0.53 0.64 25.57 0.77
[8] 0.74 0.91 32.30

Average Ours 0.53 0.64 23.94 0.68
[8] 0.92 1.13 44.22
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Table 4: Quantitative comparison between ours and [8] on wave3 (ripple).

Frame Method RMSE ↓ EPE ↓ AAE◦ ↓ SILog ↑
0 Ours 0.32 0.39 9.96 0.59

[8] 0.54 0.65 17.44

1 Ours 0.33 0.40 10.45 0.60
[8] 1.63 2.11 85.65

2 Ours 0.34 0.41 10.92 0.60
[8] 1.18 1.51 52.86

3 Ours 0.34 0.41 10.69 0.61
[8] 1.03 1.31 45.19

4 Ours 0.33 0.41 10.64 0.58
[8] 1.08 1.38 45.47

5 Ours 0.33 0.40 10.03 0.52
[8] 1.21 1.60 51.80

6 Ours 0.35 0.42 11.63 0.52
[8] 1.34 1.75 58.51

7 Ours 0.33 0.40 11.81 0.58
[8] 1.32 1.72 63.68

8 Ours 0.34 0.41 12.33 0.62
[8] 1.22 1.58 65.13

9 Ours 0.31 0.38 12.04 0.62
[8] 1.03 1.33 58.30

Average Ours 0.33 0.40 11.05 0.58
[8] 1.16 1.49 54.40
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Figure 2: Example of distortion and surface height estimation on wave 1 (Gaussian). Our method
outperforms [8] (see Table 2). The full video is provided with the supplementary materials.

Figure 3: Example of distortion and surface height estimation on wave 2 (ripple). Our method
outperforms [8] (see Table 3). The full video is provided with the supplementary materials.
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Figure 4: Example of distortion and surface height estimation on wave 3 (ripple). Our method
outperforms [8] (see Table 4). The full video is provided with the supplementary materials.
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